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Pyramid Self-Contrastive Learning for
Single-shot Test-time Ultrasound Image

Denoising
Jiajing Zhang, Bingze Dai, Xi Zhang, Yue Xu, Wei-Ning Lee, Senior Member, IEEE

Abstract— The inherent electronic and speckle noise
complicates clinical interpretation of ultrasound images.
Conventional denoising methods rely on explicit noise
assumptions whose validity diminishes under compos-
ite noise conditions. Learning-based methods are usu-
ally pretrained in a limited image domain using a labeled
dataset, which implies inevitable domain shift in complex
in vivo environments. This study proposes a Pyramid Self-
Contrastive Learning (PSCL) framework for test-time ul-
trasound image denoising without pretraining. Given mul-
tiple noisy samples from only one-shot imaging, PSCL
disentangles anatomical similarity and noise randomness
into separate pyramid latent spaces. The clean image is
then decoded from the anatomy space while discarding
the noise space. We first apply PSCL to synthetic aper-
ture ultrasound (SAU), where an Aperture-to-Aperture loop
serves as a self-supervised proxy task to ensure denois-
ing fidelity. Simulation experiments, including noise levels
from 0 to 30 dB and inclusion geometries from simple to
complex, demonstrated improvements of 69.3% in SNR and
34.4% in CNR. The in vivo results showed 84.8% SNR and
25.7% CNR gains using only two aperture data of the heart
in six echocardiographic views, liver, and kidney. PSCL
delivers clear images across diverse imaging targets and
configurations, paving the way for more reliable anatomical
visualization without domain shift and pretraining costs.

Index Terms— Ultrasound Denoising, Contrastive Learn-
ing, Test-time Training, Self-supervision

I. INTRODUCTION

Ultrasound serves as an indispensable imaging modality
in modern healthcare, offering unique advantages in dynamic
and real-time assessment, surgical guidance, and point-of-care
diagnostics without ionizing radiation. However, at high frame
rate imaging using unfocused wave transmissions, low signal-
to-noise ratio (SNR) caused by strong noises still hampers the
precise interpretation of ultrasound images.

Fig. 1(a) illustrates major noise sources in ultrasound im-
ages, including electronic noise, speckle noise, and side lobes.
Electronic noise primarily arises from electromagnetic inter-
ference and electronics. As grainy patterns (green boxes in Fig.
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Fig. 1. (a) Noise types in synthetic aperture ultrasound. (b) PSCL
disentangles multiple noisy observations in single-shot imaging into an
anatomy space and a noise space, and reconstructs the anatomy space
as a clean image.

1(a)), speckle noise results from coherent wave interferences
among echoes scattered by sub-wavelength structures [1]; Side
lobes stem from low-energy and off-axis echoes and may mask
hypoechoic structures. These noises degrade image quality
by obscuring anatomical boundaries, distorting fine structures,
and reducing image contrast.

Despite extensive efforts in ultrasound denoising (Section
II), domain shift is still one of the most critical challenges.
Conventional methods based on filters [2], [3], similarity [4]–
[7], and coherence factors [8]–[12] rely on explicit noise
models that may not generalize across complex and dynamic
imaging conditions. In practice, electronic noise varies be-
tween systems with different driving voltages and transmis-
sion frequencies, yielding different SNR levels [13]. Speckle
noise differs among organs due to tissue-dependent scattering,
which precludes a universal probabilistic representation [14].
Furthermore, wave attenuation and time-gain compensation
(TGC) cause depth-dependent noise levels [15]. As illustrated
in Fig. 2(a), these factors produce considerable variations
across organs and scan views. Therefore, model- or coherence-
based methods [16], [17] can hardly adapt to diverse imaging
domains with sensitive parameters, and images tend to be over-
smoothed under domain shift.
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Fig. 2. (a) Examples of in vivo ultrasound images sampled from (b)
various imaging domains. (c) Illustration of domain shift under different
SNRs and inclusion geometries. The dashed and solid boxes show
noisy input and clean GT, respectively, for training (blue) and testing
(red).

Recently, learning-based methods have employed regression
models to learn implicit noise representations. Such data-
driven approaches address the problem of unknown noise
priors, but at the expense of massive labeled data and costly
pretraining. Their training is usually confined to a given data
domain. For ultrasound, a modality prized for its imaging flex-
ibility, a system must handle diverse organs, scan views, and
sonographer preferences. All these factors imply significant
domain shifts (Fig. 2(b)).

Ultrasound noise is coupled with anatomical structures.
Regression models learn a direct mapping from noisy to
clean images rather than the underlying noise characteristics.
Pretrained models are favorable in the training domain, but
they can degrade performance or even corrupt unseen anatomy
and introduce artifacts when applied to real-world testing
domains. This phenomenon is illustrated using simulated SAU
images (Fig. 2(c)). A model trained until convergence on a
dataset of circular inclusions with an SNR of 10 dB can fail
on a test set of star inclusions with an SNR of 30 dB and
severely break the boundaries. There remains an urgent need
for a versatile ultrasound denoising method applicable to any
imaging domain.

Data scarcity poses another challenge. For dynamic imag-
ing, such as in vivo echocardiography, simultaneously cap-
turing clean-noisy data pairs of a beating heart is infeasible.
There is a pressing need for a self-supervised method that
learns effectively from limited or even single-shot noisy data.

To tackle the aforementioned challenges, this paper pro-
poses a Pyramid Self-Contrastive Learning (PSCL) for
pretraining-free ultrasound image denoising. PSCL learns from
only single-shot imaging data in a pure test-time training
manner. The denoising fidelity is ensured by random map-
ping between shuffled noisy samples. This framework is first

demonstrated in synthetic aperture ultrasound (SAU), where
a transducer array is divided into multiple sub-apertures to
achieve two-way focus throughout the field of view [18], [19].
Our work provides the following contributions:

• PSCL disentangles the anatomical similarity and noise
randomness among multiple noisy observations into two
pyramid latent spaces;

• A2A (Aperture-to-Aperture) forms a self-supervised
proxy task of mutual approximation between noisy sam-
ples with shuffled sub-apertures;

• Pure test-time training with only single-shot imaging
data eliminates the domain shift, pretraining costs, and
labeled dataset reliance.

II. RELATED WORKS

A. Model- and Coherence-based Ultrasound Denoising
Adaptive filters based on local noise statistics have been

widely used for ultrasound image denoising, including Lee,
Wiener, and Frost filters, etc [2]. Speckle reducing anisotropic
diffusion (SRAD) [4] applied anisotropic diffusion to de-
speckle. Non-local methods such as BM3D (block-matching
and 3D filtering) [7] were adapted for ultrasound images [5],
[6] under the low-rank prior [20]. These methods are derived
from explicit noise assumptions and are sensitive to parameters
such as window size.

Tissue inhomogeneities can cause phase distortion, result-
ing in focusing error and an increased level of side lobes.
Coherence factor (CF), phase coherence factor (PCF) [10],
and other variants [9], [11], [12] have been devised to weight
aperture data to reduce the side lobes [8]. Alternatively, short-
lag spatial coherence imaging [21] visualized the coherence
values as images [16], [17]. These methods extend beyond
the noise priors for B-mode images and measure coherence
via predefined spatial covariance or correlation.

B. Learning-based Ultrasound Denoising
Learning-based methods formulate denoising as an image-

to-image regression using RNN [22], UNet [23], GAN [24],
autoencoder [25], [26], DDPM [27], [28], and customized
attention mechanisms [29]. Their training paradigms can be
categorized as supervised and unsupervised learning.

1) Supervised denoising: Supervised ultrasound denoising
relies on large datasets of noisy-clean pairs to pretrain the
model. However, since collecting in vivo clean images is
almost impractical, researchers have resorted to alternative
label sources, including simulation [30]–[32], conventional
algorithms [33], images compounded from more tilted angles
[27], [28], and other modalities [34]–[36]. However, none of
these surrogates fully replicate the complex and dynamic in
vivo conditions, thus inevitably suffer from domain shift.

2) Self-supervised denoising: Recently, the Noise2Noise
(N2N) paradigm [37] bypasses clean ground truth by training
on paired noisy observations with independent, zero-mean
noise. In ultrasound, existing works constructed noisy pair
datasets by exploiting physical data redundancies in multi-
angle plane-wave (PW) ultrasound or algorithmic perturba-
tions. Huang et al. [38] divided PWs into odd and even groups
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Fig. 3. (a) The overall framework: Given noisy input X, anatomy encoder fa and noise encoder fn encode anatomy and noise spaces,
respectively. Decoder fd reconstructs another noisy X̃ or clean X̂ from the fused or anatomy space. (b) Test-time training proxy task: A noisy
pair (X1, X2) is sampled from X via random aperture shuffling. A2A strategy ensures denoising fidelity using X1 ⇌ X2 mutual approximation
self-supervised by Lswap. (c) The denoising process after TTT. (d) Pyramid self-contrastive learning: Ak

1/2
and ηk

1/2
construct anatomy and noise

feature pyramids from fa(X1/2) and fn(X1/2) at layer k. Loss Lcon attracts (Ak
1 ,Ak

2) to extract similarity among (X1, X2) into anatomy
space, repels (ηk

1 , η
k
2) to disentangle noise randomness into the noise space, and orthogonalizes two spaces by repelling (Ak

1/2
, ηk

1/2
).

as noisy pairs. Jung et al. [39] used PWs from different
angles as paired noisy speckle observations. Li et al. [14]
proposed a multi-scale perturbation to create noisy pairs with
variable speckle patterns. Yu et al. [40] generated noisy pairs
by sampling B-mode images from overspreading chunks. In
addition to the N2N paradigm, Huh et al. [41] used unmatched
2D references to guide tunable 3D image enhancement; Muth
et al. [42] achieved color-Doppler denoising via recursive
dealiasing after segmentation.

However, those methods assumed identical training and test-
ing distributions, rendering them vulnerable to domain shifts
across varying in vivo environments. Besides, both supervised
and self-supervised methods require large datasets and costly
pretraining. Scaling up data collection and pretraining for
every potential imaging domain is clinically infeasible. DIP
(Deep image prior) [43] proved that a CNN could serve as
an implicit denoiser; N2S (Noise-to-Self) [44] leveraged in-
dependent noise across different measurements of one image.
These methods made single-image denoising possible.

III. METHODOLOGY

A. Problem Statement and Overall Framework

This study considers ultrasound beamformed IQ signals.
Given an SAU transmission with N sub-apertures, we con-
struct the original IQ signal from one-shot imaging as X ∈
CN×H×W . A compounded noisy IQ signal y ∈ CH×W is the
coherent sum of X along the aperture dimension. Let the clean
IQ signal be ŷ compounded from the clean X̂ ,

X = X̂ ⊙ ηsp + ηsl + ηe, (1)

where additive ηe ∼ N (0, σ2) represents the electronic noise
following a zero-mean Gaussian distribution; another additive

ηsl represents the aperture-dependent side lobes; multiplicative
ηsp represents the tissue-dependent speckle noise [45]; ⊙
denotes a Hadamard product. Our goal is to denoise the
sub-aperture IQ signal X . Compounding the denoised X̂
approximates final image ŷ.

SAU imaging can be modeled as N times noisy observations
via multiple sub-apertures. As depicted in Fig. 1(a), while
the sub-aperture signals in X share anatomical structures of
underlying ŷ, they suffer from different noise stemming from
varying virtual source locations. Despite being intrinsically
coupled in spatial domain, we assume that the low-rank
anatomical and high-rank noise components are separable in a
high-dimensional latent space, allowing the target clean signal
X̂ to be derived exclusively from the anatomy part.

We reformulate the denoising task as decomposition and
selective reconstruction of a noisy data. The overall framework
is illustrated in Fig. 3(a). Noisy input X is encoded by
anatomy encoder fa and noise encoder fn into mutually
exclusive anatomy (A) and noise (η) spaces, respectively. As
Eq. 2, decoder fd reconstructs a randomly sampled noisy
variant X̃ by fusing two spaces. This reconstruction serves as
a proxy task for Test-Time Training (TTT). Once optimized,
as shown in Fig. 3(c), the clean X̂ is inferred by decoding A
(Eq. 3).

X̃ = fd(fa(X) + fn(X)), (2)

X̂ = fd(fa(X)). (3)

Two key challenges arise in this single-shot denoising:

1) Section B: How to disentangle anatomy and noise spaces
from a noisy image without pretrained encoders?

2) Section C: How to ensure denoising fidelity, i.e., recon-
structing the target image from a given space?
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B. Pyramid Self-contrastive Learning
PSCL is illustrated in Fig. 3(d). In each iteration, PSCL

randomly permutes input X along the aperture dimension to
sample a noisy pair (X1, X2) in different aperture orders. In
this way, each channel (i.e., each noisy observation) between
X1 and X2 is randomly paired. fa and fn consist of K layers
with progressively larger receptive fields. Using X1 and X2

as input, fa and fn encode four feature pyramids:

A1/2 =
{
Ak

1/2 | k = 1 . . .K
}
= fN(fF(fa(X1/2))), (4)

η1/2 =
{
ηk1/2 | k = 1 . . .K

}
= fN(fF(fn(X1/2))), (5)

where fF : CNk×Hk×Wk 7→ RNk×HkWk flattens 2D com-
plex feature maps with Hk × Wk shape into 1D modulus
embeddings with HkWk length; fN(·) aligns all embeddings
into a unit hypersphere using L2 normalization; Ak and ηk

denote dense embeddings from the k-th layer in fa and fn,
respectively.

The objectives of PSCL are (1) optimizing fa to extract
anatomical similarity among (X1, X2), which means mini-
mizing the distance between A1 and A2; (2) optimizing fn
to extract noise differences among (X1, X2), which means
maximizing the distance between η1 and η2. We formulate
those optimizations as a dense contrastive learning process
[46]. Let cosine similarity Cos(·, ·) measure the feature dis-
tance. On the unit hypersphere, the attraction between cross-
sample anatomical features can be implemented via Eq. 6.
And the repelling between cross-sample noise features can be
implemented via Eq. 7:

max
fa

K∑
k=1

Cos(Ak
1 ,Ak

2) =

K∑
k=1

Ak
1 · Ak

2∥∥Ak
1

∥∥ · ∥∥Ak
2

∥∥ , (6)

min
fn

K∑
k=1

Cos(ηk1 , η
k
2 ) =

K∑
k=1

η1 · η2∥∥ηk1∥∥ · ∥∥ηk2∥∥ . (7)

PSCL also repels A1/2 from its intra-sample feature η1/2 to
orthogonalize two spaces, reducing feature redundance:

min
fa,fn

2∑
i=1

K∑
k=1

Cos(Ak
i , η

k
i ) =

2∑
i=1

K∑
k=1

Ak
i · ηki∥∥Ak

i

∥∥ · ∥∥ηki ∥∥ . (8)

Inspired by InfoNCE [47], we write this multi-objective
dense CL as a unified cross-entropy loss:

Lcon(A1,A2, η1, η2) = −
∑K

k=1
1
Nk

log(
eCos(Ak

1 ,A
k
2 )

eCos(Ak
1 ,Ak

2 ) + eCos(ηk
1 ,η

k
2 ) +

∑2
i=1 e

Cos(Ak
i ,η

k
i )

)
.

(9)

TABLE I
PARAMETERS USED IN in vivo IMAGING AND K-WAVE SIMULATION.

Imaging Parameter Value

Probe P4-2 (64-element phased array)
Virtual source 1.28 mm behind the array
Transmit Wave Diverging wave with π

2
opening angle

Transmit frequency 2.5 MHz

In vivo
Number of sub-apertures 2

Excitation CaSA [48] driven at 4V
Frame rate 1600 fps

Simulation Number of sub-apertures 4, 8
SNR 0, 10, 20, 30 dB

TABLE II
MEDIUM PROPERTIES USED IN K-WAVE SIMULATION.

Parameter Background Inclusion
Water Cardiac muscle [49]

Speed of sound: c0 (m/s) 1540 1545
Density: ρ (kg/m3) 1000 1060

Nonlinearity: B/A 8 7.1
Absorption: α0 (dB/MHz/cm) 0.3 0.52

Geometry / Circle, star

where (Ak
1 ,Ak

2) is the positive pair and
(ηk1 , η

k
2 ), (Ak

1 , η
k
1 ), (Ak

2 , η
k
2 ) are the negative pairs. Lcon learns

from multiple noisy observations in input X itself without
replying on external negative samples. The pyramid structure
of the learning space enables multi-scale disentanglement,
facilitating the extraction of diverse noise patterns in different
scales while ensuring cross-scale anatomical consistency.

C. Aperture-to-Aperture Test-time Training

Our framework regards each unpredictable testing environ-
ment as an independent data domain (X ∼ Qi ⊂ Q) and
conducts initialized TTT on it. This pretraining-free method
eliminates the premise that training and testing data are drawn
from the same domain, fundamentally solving the domain shift
problem.

As illustrated in Fig. 3(b), an Aperture-to-Aperture (A2A)
mutual approximation is proposed as a self-supervised proxy
task to ensure denoising fidelity. Given a noisy pair (X1, X2)
randomly sampled from the original input X , fd first decodes
the fused space of X1 to reconstruct X̃2, which approximates
X2. It then reverses the process, decoding the fused space of
X2 to reconstruct X̃1 as an approximation of X1. This bidirec-
tional reconstruction constitutes one TTT iteration, optimized
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TABLE III
DENOISING PERFORMANCE OF PSCL AGAINST 7 COMPARISON METHODS ON SIMULATION DATA UNDER 4 ELECTRONIC NOISE LEVELS.

Denoising Methods (↑ or ↓ in Percentage)
Metrics Noise Level Original

Image PSCL CF PCF SRAD BM3D DIP N2N N2S

0 dB 6.56 9.29 (42% ↑) 4.23 (35% ↓) 5.04 (23% ↓) 8.06 (23% ↑) 8.33 (27% ↑) 7.77 (19% ↑) 7.34 (12% ↑) 7.51 (14% ↑)
10 dB 7.01 8.42 (20% ↑) 4.85 (31% ↓) 5.78 (18% ↓) 7.78 (11% ↑) 7.71 (10% ↑) 7.75 (11% ↑) 7.40 (5% ↑) 7.19 (3% ↑)
20 dB 7.00 9.58 (37% ↑) 4.93 (30% ↓) 5.87 (16% ↓) 7.48 (7% ↑) 7.60 (9% ↑) 7.36 (5% ↑) 7.21 (3% ↑) 7.05 (1% ↑)

CNR

30 dB 6.99 9.62 (37% ↑) 4.93 (30% ↓) 5.86 (16% ↓) 7.45 (6% ↑) 7.60 (9% ↑) 7.39 (6% ↑) 7.17 (3% ↑) 7.05 (1% ↑)

0 dB 0.845 0.896 (6% ↑) 0.742 (12% ↓) 0.776 (8% ↓) 0.877 (4% ↑) 0.897 (6% ↑) 0.868 (3% ↑) 0.852 (1% ↑) 0.849 (-)
10 dB 0.848 0.866 (2% ↑) 0.761 (10% ↓) 0.791 (7% ↓) 0.877 (3% ↑) 0.896 (6% ↑) 0.873 (3% ↑) 0.852 (-) 0.844 (1% ↓)
20 dB 0.848 0.899 (6% ↑) 0.762 (10% ↓) 0.792 (7% ↓) 0.876 (3% ↑) 0.896 (6% ↑) 0.862 (2% ↑) 0.853 (1% ↑) 0.841 (1% ↓)

gCNR

30 dB 0.848 0.895 (6% ↑) 0.762 (10% ↓) 0.792 (7% ↓) 0.876 (3% ↑) 0.895 (6% ↑) 0.869 (2% ↑) 0.852 (-) 0.844 (-)

0 dB 5.83 12.36 (112% ↑) 9.69 (66% ↑) 9.17 (57% ↑) 6.24 (7% ↑) 6.83 (17% ↑) 6.60 (13% ↑) 5.98 (3% ↑) 6.63 (14% ↑)
10 dB 7.25 11.81 (63% ↑) 10.51 (45% ↑) 10.11 (39% ↑) 7.83 (8% ↑) 8.51 (17% ↑) 8.10 (12% ↑) 7.38 (2% ↑) 7.99 (10% ↑)
20 dB 7.63 11.29 (48% ↑) 10.60 (39% ↑) 10.21 (34% ↑) 8.14 (7% ↑) 8.67 (14% ↑) 8.26 (8% ↑) 7.70 (1% ↑) 8.16 (7% ↑)

SNR

30 dB 7.67 11.84 (54% ↑) 10.60 (38% ↑) 10.21 (33% ↑) 8.17 (6% ↑) 8.68 (13% ↑) 8.31 (8% ↑) 7.73 (1% ↑) 8.19 (7% ↑)

0 dB 12.48 24.10 (93% ↑) 19.37 (55% ↑) 18.66 (50% ↑) 13.73 (10% ↑) 15.16 (21% ↑) 14.40 (15% ↑) 12.71 (2% ↑) 14.46 (16% ↑)
10 dB 16.15 22.77 (41% ↑) 21.29 (32% ↑) 21.14 (31% ↑) 18.21 (13% ↑) 21.43 (33% ↑) 18.90 (17% ↑) 16.51 (2% ↑) 18.65 (15% ↑)
20 dB 17.91 23.33 (30% ↑) 21.47 (20% ↑) 21.42 (20% ↑) 19.86 (11% ↑) 21.89 (22% ↑) 20.16 (13% ↑) 18.13 (1% ↑) 19.70 (10% ↑)

PSNR

30 dB 18.19 23.95 (32% ↑) 21.44 (18% ↑) 21.36 (17% ↑) 20.00 (10% ↑) 7.60 (58% ↓) 20.28 (11% ↑) 18.34 (1% ↑) 19.97 (10% ↑)

0 dB 0.195 0.982 (403% ↑) 0.286 (46% ↑) 0.239 (22% ↑) 0.201 (3% ↑) 0.207 (6% ↑) 0.201 (3% ↑) 0.197 (1% ↑) 0.201 (3% ↑)
10 dB 0.204 0.897 (339% ↑) 0.597 (192% ↑) 0.516 (152% ↑) 0.240 (17% ↑) 0.709 (247% ↑) 0.244 (19% ↑) 0.209 (2% ↑) 0.248 (21% ↑)
20 dB 0.265 0.980 (269% ↑) 0.732 (176% ↑) 0.688 (159% ↑) 0.473 (78% ↑) 0.876 (230% ↑) 0.451 (70% ↑) 0.275 (4% ↑) 0.411 (55% ↑)

SSIM

30 dB 0.325 0.979 (201% ↑) 0.734 (126% ↑) 0.691 (113% ↑) 0.527 (62% ↑) 0.895 (176% ↑) 0.522 (61% ↑) 0.331 (2% ↑) 0.497 (53% ↑)

via a swapping loss:

Lswap(X1, X2) =L1→2 + L2→1

=

2∑
i=1

(X̃i −Xi)
2 + (|X̃i| − |Xi|)2,

(10)

which is calculated by both coherence and incoherence errors.
| · | denotes calculating the magnitude of complex-valued data.

PSCL’s total objective is formulated as

min
fa,fn,fd

E(X1,X2)∼Qi
[Lswap(X1, X2)+

Lcon(A1,A2, η1, η2)],
(11)

which enables disentangling low-rank anatomical components
from input X itself and reconstructing the underlying clean
signals using Eq. 3 after TTT.

D. Lightweight Architecture

Our architecture, depicted in Fig. 3(b), is a lightweight
dual-head UNet. fa and fn share a structure of three 3 × 3
convolutional layers with increasing channels (N1, N2, N3 =
16, 32, 64) and 2× max pooling downsampling. fd is asym-
metric, using transposed convolutions to upsample features.
Skip connections are implemented via summation, which
connects fused Ak

1/2 + ηk1/2 to yield X̃ (Eq. 2), and connects

Ak
1/2 exclusively to yield X̂ (Eq. 3). The whole model is

built upon complex neural networks to process IQ data using
complex convolution, complex max pooling, and complex
batch normalization.

IV. EXPERIMENTS

A. Simulation Setup

We used the k-Wave toolbox [50] to simulate SAU images
in the P4-2 phased array configuration. As Table I, the full
aperture of 64 elements was divided into four and eight
sub-apertures to assess performance under different imaging
configurations. SNR levels of 0, 10, 20, and 30 dB were sim-
ulated to evaluate robustness to electronic noise. To consider
targets of different complexities, we simulated circular and
star-shaped inclusions whose acoustic properties were with
reference to those of the heart muscle (Table II).

B. In Vivo Data Collection

We collected a large in vivo SAU dataset consisting of
echocardiographic and abdominal images. The echocardio-
graphic set includes six standard views (Fig. 2(a)): apical four-
chamber (A4C), two-chamber (A2C), parasternal short-axis at
the mitral valve (PSAX-MV), papillary muscle (PSAX-Pap),
and apical (PSAX-Apex) levels, and parasternal long-axis



6 IEEE TRANSACTIONS ON MEDICAL IMAGING, VOL. XX, NO. XX, XXXX 2025

(d
) L

iv
er

H
ea

rt
A

bd
om

in
al

(e
) K

id
ne

y
(c

) P
LA

X
(b

) P
SA

X
(a

) A
4C

N2NDIP N2SOriginal CF PCF SRAD BM3D

0

5

10

15

20

25

30

35

40

45

50

-50

-45

-40

-35

-30

-25

-20

-15

-10

-5

0
[dB]PSCL

Fig. 6. Denoising comparison on in vivo human heart in (a) A4C, (b) PSAX, and (c) PLAX views, and in vivo abdominal organs of (d) liver and (e)
kidney. The red and yellow boxes denote the signal and noise regions to calculate metrics. The visualization layout is identical to that in Fig. 4.

TABLE IV
DENOISING PERFORMANCE OF PSCL AGAINST 7 COMPARISON METHODS ON SIMULATION DATA WITH 2 INCLUSION GEOMETRIES.

Denoising Methods (↑ or ↓ in Percentage)Inclusion
Geometrics Metrics Original

Image PSCL CF PCF SRAD BM3D DIP N2N N2S

CNR 8.09 10.62 (31% ↑) 5.50 (32% ↓) 6.70 (17% ↓) 8.93 (10% ↑) 9.14 (13% ↑) 8.92 (10% ↑) 8.45 (4% ↑) 8.39 (4% ↑)
gCNR 0.884 0.923 (4% ↑) 0.795 (10% ↓) 0.833 (6% ↓) 0.912 (3% ↑) 0.925 (5% ↑) 0.907 (3% ↑) 0.888 (-) 0.877 (1% ↓)
SNR 8.33 12.82 (54% ↑) 11.87 (42% ↑) 11.47 (38% ↑) 8.98 (8% ↑) 9.76 (17% ↑) 9.26 (11% ↑) 8.45 (1% ↑) 9.16 (10% ↑)

PSNR 17.22 24.72 (44% ↑) 22.53 (31% ↑) 22.24 (29% ↑) 19.30 (12% ↑) 18.28 (6% ↑) 19.83 (15% ↑) 17.48 (2% ↑) 19.54 (13% ↑)
Star

SSIM 0.261 0.984 (278% ↑) 0.635 (144% ↑) 0.580 (123% ↑) 0.390 (50% ↑) 0.725 (178% ↑) 0.387 (48% ↑) 0.267 (2% ↑) 0.371 (42% ↑)

CNR 5.69 7.83 (38% ↑) 3.97 (30% ↓) 4.57 (20% ↓) 6.46 (13% ↑) 6.48 (14% ↑) 6.21 (9% ↑) 6.11 (7% ↑) 6.01 (6% ↑)
gCNR 0.811 0.855 (5% ↑) 0.718 (11% ↓) 0.742 (8% ↓) 0.841 (4% ↑) 0.867 (7% ↑) 0.829 (2% ↑) 0.816 (1% ↑) 0.813 (-)
SNR 5.86 10.82 (85% ↑) 8.83 (51% ↑) 8.38 (43% ↑) 6.20 (6% ↑) 6.58 (12% ↑) 6.37 (9% ↑) 5.95 (2% ↑) 6.32 (8% ↑)

PSNR 15.15 22.36 (48% ↑) 19.26 (27% ↑) 19.06 (26% ↑) 16.61 (10% ↑) 14.76 ((3% ↓) 17.04 (12% ↑) 15.36 (1% ↑) 16.84 (11% ↑)
Circle

SSIM 0.235 0.936 (299% ↑) 0.539 (130% ↑) 0.487 (108% ↑) 0.330 (41% ↑) 0.618 (164% ↑) 0.323 (38% ↑) 0.240 (2% ↑) 0.307 (31% ↑)

(PLAX) views [51]. There were 16.4k, 16k, 13.6k, 16.48k,
16.24k, and 15.59k images for these views, respectively. The
abdominal set includes 4.8k images of the liver and kidney.
The cohort comprises 75 healthy subjects and 21 pathological
subjects with hypertension and/or diabetes. Two sonographers
performed the ultrasound scans. This diverse dataset supports
evaluations under domain shifts across scan views, organs,
subject conditions, and operators.

As summarized in Table I, IQ signals were acquired using
a Vantage 256 system (Verasonics, Kirkland, WA, USA)
equipped with a P4-2 phased array1. Each sub-aperture frame
was scan-converged and resized to 512× 512 pixels.

C. Implementation and Comparison Details
PSCL2 was developed with Python 3.10, PyTorch 2.1.2,

CUDA 11.8, and deployed on an NVIDIA RTX 3090 GPU
using <6029 MiB memory. The whole framework was trained
at test time using an Adam optimizer configured with L2

regularization until the total loss reached a plateau for 10
iterations. The TTT processs took 62.8s in average. Given an
ultrasound video, once trained on the first frame, subsequent
frames can be inferred in 0.04s per frame.

1Human experiment protocols were approved by the Institutional Review
Board of The University of Hong Kong (UW19-043, EA250292).

2The code and data will be publicly available on https://github.
com/JustinJZhang/PSCL/tree/main.

We compared PSCL with seven representative ultrasound
denoising methods described in related works (section II).
They include three types of techniques: (1) model-based
SRAD [4] and BM3D [3]; (2) coherence-based CF [8] and
PCF [10]; (3) learning-based DIP [43], N2N [37], and N2S
[44]. Similar to PSCL, DIP and N2S was test-time trained on
each testing image. N2N was pretrained on 70% of the mixed
dataset and tested on the reminding 30% data. Denoising
performance was quantified by CNR, gCNR, SNR, PSNR, and
SSIM metrics on diverse image domains.

V. RESULTS

A. Simulation Results
1) Adaptation to different noise levels: Table III summarizes

the results of simulation data under four electronic noise levels.
When the original images suffer from severe electronic noise,
i.e., at 0 dB SNR as shown in Fig. 4(a), our PSCL improved
CNR by 41.6%, gCNR by 6% gCNR, SNR by 111.8%, PSNR
by 93.1%, and SSIM by about fourfold. When the original
images are dominated by the speckle noise, i.e., at SNR of 30
dB in Fig. 4(b), our PSCL improved CNR by 37.5%, gCNR by
5.6%, SNR by 54.3%, PSNR by 31.7%, and SSIM by about
twofold. At SNRs of 10 dB and 20 dB, the PSCL also shows
consistent performance and surpasses all comparison methods.

To evaluate the overall contrast improvement, the ranking
in the average CNR increase was PSCL > BM3D > SRAD
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TABLE V
THE SNR, CNR, AND GCNR ACHIEVED BY PSCL AND COMPARISON METHODS ON DIFFERENT in vivo ORGANS AND SCAN VIEWS.

Metrics Organ Scan View Original PSCL CF PCF SRAD BM3D DIP N2N N2S

SNR
Heart

A4C 8.27 17.50 (112% ↑) 9.20 (11% ↑) 8.88 (7% ↑) 7.07 (14% ↓) 7.05 (15% ↓) 7.66 (7% ↓) 7.98 (4% ↓) 7.14 (14% ↓)
A2C 8.03 13.04 (62% ↑) 8.75 (9% ↑) 8.48 (6% ↑) 7.00 (13% ↓) 7.07 (12% ↓) 7.97 (1% ↓) 7.65 (5% ↓) 8.36 (4% ↑)

PSAX-MV 7.88 14.06 (78% ↑) 8.50 (8% ↑) 8.30 (5% ↑) 7.01 (11% ↓) 6.95 (12% ↓) 8.44 (7% ↑) 7.71 (2% ↓) 8.14 (3% ↑)
PSAX-Pap 6.90 13.20 (91% ↑) 7.37 (7% ↑) 7.18 (4% ↑) 6.08 (12% ↓) 6.02 (13% ↓) 7.01 (2% ↑) 6.79 (2% ↓) 7.80 (13% ↑)

PSAX-Apex 8.32 13.82 (66% ↑) 8.90 (7% ↑) 8.67 (4% ↑) 7.32 (12% ↓) 7.26 (13% ↓) 8.04 (3% ↓) 8.18 (2% ↓) 8.74 (5% ↑)
PLAX 8.26 15.06 (82% ↑) 8.94 (8% ↑) 8.75 (6% ↑) 7.49 (9% ↓) 7.42 (10% ↓) 7.89 (5% ↓) 8.10 (2% ↓) 8.69 (5% ↑)

Liver 12.99 24.45 (88% ↑) 13.80 (6% ↑) 13.60 (5% ↑) 11.79 (9% ↓) 11.47 (12% ↓) 14.42 (11% ↑) 12.43 (4% ↓) 14.37 (11% ↑)
Kidney 10.56 19.78 (87% ↑) 11.58 (10% ↑) 11.20 (6% ↑) 8.97 (15% ↓) 8.97 (15% ↓) 10.23 (3% ↓) 10.33 (2% ↓) 10.20 (3% ↓)

CNR
Heart

A4C 6.30 9.01 (43% ↑) 5.51 (13% ↓) 5.93 (6% ↓) 7.07 (12% ↑) 9.34 (48% ↑) 5.80 (8% ↓) 6.30 (-) 4.71 (25% ↓)
A2C 5.50 6.84 (24% ↑) 4.09 (26% ↓) 4.71 (14% ↓) 8.71 (58% ↑) 8.43 (53% ↑) 6.18 (12% ↑) 5.46 (1% ↓) 6.07 (10% ↑)

PSAX-MV 5.62 7.87 (40% ↑) 4.47 (20% ↓) 5.12 (9% ↓) 9.37 (67% ↑) 8.69 (55% ↑) 7.03 (25% ↑) 5.64 (-) 5.67 (1% ↑)
PSAX-Pap 5.15 7.44 (44% ↑) 3.53 (32% ↓) 4.28 (17% ↓) 8.63 (68% ↑) 7.75 (50% ↑) 5.40 (5% ↑) 5.17 (-) 6.78 (32% ↑)

PSAX-Apex 7.19 9.25 (29% ↑) 5.72 (20% ↓) 6.34 (12% ↓) 10.08 (40% ↑) 9.56 (33% ↑) 7.80 (8% ↑) 7.25 (1% ↑) 8.04 (12% ↑)
PLAX 6.50 9.13 (41% ↑) 5.31 (18% ↓) 6.03 (7% ↓) 10.04 (55% ↑) 9.27 (43% ↑) 5.81 (11% ↓) 6.55 (1% ↑) 6.99 (12% ↑)

Liver 6.60 6.94 (5% ↑) 5.64 (14% ↓) 6.19 (6% ↓) 9.65 (46% ↑) 9.28 (41% ↑) 7.83 (19% ↑) 8.30 (26% ↑) 7.44 (13% ↑)
Kidney 6.92 8.58 (24% ↑) 6.07 (12% ↓) 6.38 (8% ↓) 9.62 (39% ↑) 9.66 (40% ↑) 7.61 (10% ↑) 8.76 (27% ↑) 6.57 (5% ↓)

gCNR
Heart

A4C 0.871 0.917 (5% ↑) 0.812 (7% ↓) 0.832 (4% ↓) 0.974 (12% ↑) 0.971 (11% ↑) 0.835 (4% ↓) 0.868 -) 0.775 (11% ↓)
A2C 0.825 0.848 (3% ↑) 0.750 (9% ↓) 0.768 (7% ↓) 0.948 (15% ↑) 0.944 (14% ↑) 0.836 (1% ↑) 0.821 (-) 0.844 (2% ↑)

PSAX-MV 0.828 0.879 (6% ↑) 0.770 (7% ↓) 0.796 (4% ↓) 0.949 (15% ↑) 0.945 (14% ↑) 0.861 (1% ↑) 0.825 (-) 0.815 (2% ↓)
PSAX-Pap 0.808 0.864 (7% ↑) 0.721 (11% ↓) 0.750 (7% ↓) 0.941 (16% ↑) 0.915 (13% ↑) 0.816 (1% ↑) 0.804 (-) 0.873 (8% ↑)

PSAX-Apex 0.880 0.902 (2% ↑) 0.798 (9% ↓) 0.833 (5% ↓) 0.964 (10% ↑) 0.953 (8% ↑) 0.902 (3% ↑) 0.877 (-) 0.910 (3% ↑)
PLAX 0.864 0.912 (6% ↑) 0.808 (6% ↓) 0.835 (3% ↓) 0.965 (12% ↑) 0.957 (11% ↑) 0.825 (5% ↓) 0.861 (-) 0.870 (1% ↑)

Liver 0.877 0.896 (2% ↑) 0.838 (4% ↓) 0.857 (2% ↓) 0.974 (11% ↑) 0.983 (12% ↑) 0.922 (5% ↑) 0.944 (8% ↑) 0.906 (3% ↑)
Kidney 0.881 0.918 (4% ↑) 0.836 (5% ↓) 0.846 (4% ↓) 0.974 (11% ↑) 0.995 (13% ↑) 0.879 (-) 0.941 (7% ↑) 0.836 (5% ↓)
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Fig. 7. The box plots of (a-f) SNR and (g-l) CNR calculated from the original image and the images obtained by PSCL, and seven comparison
methods on in vivo echocardiograms in six different views (A4C, A2C, PSAX-MV, PSAX-Pap, PSAX-Apex, and PLAX).

> DIP > N2N > N2S > PCF > CF. From the perspective
of denoised signal quality, PSCL ranked first in SNR gain,
followed by CF, PCF, BM3D, DIP, N2S, SRAD, and N2N. In
terms of structural detail preservation, the SSIM increase was
highest in PSCL, followed by BM3D, CF, PCF, SRAD, DIP,
N2S, and N2N.

Fig. 4 shows that at 0 dB, the SRAD and BM3D still
yielded noisy backgrounds, DIP suffered from random spots,
and N2N generated radial textures. At 30 dB, CF, PCF, SRAD,
DIP, and N2S could not effectively reduce strong speckles
in the background. These differences highlighted the domain
gap of these methods when encountering various noise levels.
However, our PSCL produced a clean background and was
robust to different noise levels.

2) Adaptation to different inclusion geometries: Table IV
summarizes the denoising performance across the simulated
star and circle geometries. PSCL significantly improved CNR,
SNR, PSNR, and SSIM, outperforming seven comparison
methods. Learning-based methods demonstrate moderate per-
formance across all metrics, while coherence-based methods
produced higher SNR but lower CNR, and model-based meth-

ods exhibit the opposite trend. PSCL demonstrated robust
adaptation to both simple and complex targets.

3) Adaptation to different numbers of sub-apertures: Fig. 5
shows radar plots for four and eight sub-apertures. PSCL im-
proved CNR by 42.1% and 50.5%, gCNR by 5.8% and 5.9%,
SNR by 98.1% and 100.5%, PSNR by 84.8% and 96.1%,
and SSIM both four times using four and eight apertures,
respectively. Those results confirmed that PSCL could adapt
to flexible system configurations.

B. In Vivo Results

1) Adaptation to different scan views: PSCL consistently
improved SNRs in six standard echocardiographic views. As
listed in Table V, using only two sub-apertures, the average
SNR of PSCL was 14.44 dB, with 81.8% higher than the
original images. The box plots in Fig. 7 (a-f) illustrate the
remarkably higher SNR distributions, and thus denoising ca-
pability, of PSCL than the comparison methods.

PSCL also exhibited consistent improvements in image
contrast in six views. Using only two sub-apertures, PSCL’s
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average CNR and gCNR were 8.25 dB and 0.887, which were
36.6% and 4.8% better than the original images. The CNR
box plots in Fig. 7(g-i) show that PSCL manifested relatively
higher contrast than other methods.

Fig. 6 (a-c) visualizes the denoising results of A4C, PSAX,
and PLAX views. Consistent with the simulation results,
model-based methods blurred the entire structure and elevated
the signal intensity in the heart chambers. Learning-based
methods showed some effectiveness in reducing Gaussian
noise but failed to mitigate strong side lobes and speckles.
PSCL significantly suppressed noise in the cardiac chambers
while preserving structural details of the myocardium. Espe-
cially in Fig. 6(a), PSCL eliminated the side lobes around the
atrial and ventricular walls, thereby revealing sharp anatomical
boundaries. Electronic noise in deeper regions was also re-
moved by PSCL (Fig. 6(b-c)). These evidenced PSCL’s cross-
domain generalization across scan views.

2) Adaptation to different organs: In addition to echocardio-
grams, Table V summarizes SNR, CNR, and gCNR calculated
from the in vivo liver and kidney images. PSCL improved
SNR, CNR, and gCNR on average by 87.8%, 14.9%, and
3.1%, compared to the original images. The exemplary liver
and kidney image results in Fig. 6 (d-e) show performance
similar to echocardiograms. The middle and left hepatic veins
(MHV, LHV), as well as the internal structure in the liver
ultrasound images, became clearer when subjected to PSCL
denoising. PSCL reduced both electronic and speckle noise
while preserving the signal intensity and detailed texture
pertaining to important anatomy. SRAD and BM3D blurred
the tissue texture (6 (e)). Learn-based methods still struggle
to remove noise in low-SNR environments effectively.

Fig. 8 summarizes the cross-organ results, in which PSCL
maintains a performance advantage over the comparison meth-
ods for in vivo heart, liver, and kidney images. These validated
PSCL’s cross-domain generalization across imaging organs.

VI. DISCUSSION

The proposed denoising paradigm tightly couples PSCL and
A2A TTT. A standard ablation study that removes either of
these indispensable components is infeasible. Yet we con-
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ducted a comprehensive analysis to justify the effectiveness
of each component.

A. Self-contrastive Learning
Fig. 9 visualizes the feature distributions of fa and fn us-

ing t-distributed stochastic neighbor embedding (t-SNE). The
initial latent space exhibited a random distribution in which
anatomical and noise features were intermingled. Optimized
by PSCL, the features in each layer aggregated into three
clusters: (1) an anatomy cluster with overlapping Ak

1 and
Ak

2 , representing shared information among sub-apertures; (2)
a noise cluster of ηk1 for unique noise components in X1;
(3) another noise cluster of ηk2 in X2. The aggregation of
anatomical features and the isolation of two noise clusters
verify that PSCL effectively extracts anatomical consistency
and noise differences among multiple noisy measurements
from single-shot imaging data.

Practically, a larger aperture number introduces greater
noise variability into the input data due to aperture location-
dependent sidelobes and random electronic noise. As Fig.
9(b), when the aperture number rises from 2 to 6, PSCL
learns increasingly sophisticated noise feature distributions.
This demonstrates that PSCL aligns with physical principles
and is able to disentangle anatomical and noise information
regardless of the imaging configuration.

Singular Value Decomposition (SVD) relies on linear trans-
formations and manual threshold tuning, whereas PSCL tran-
scends its low-rank prior through adaptive, implicit, and non-
linear disentanglement. As Fig. 10(a,c), while the SVD low-
rank approximation is still heavily contaminated by noise, the
PSCL’s anatomy maps progressively capture the cleat cardiac
structure.

B. Pyramid Learning Space
Unlike conventional CL that merely manipulates the deepest

features after a projection head [47], the pyramid structure
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of our contrastive learning space enables multi-scale dense
representations of anatomy and noise. This is critical for
ultrasound images since three noise types manifest at distinct
spatial scales. In Fig. 10(a), three layers of fn hierarchically
extract side lobes, speckle, and electronic noise. These noises
are hence effectively reduced, as evidenced by the comparison
regions in Fig. 10(b). The pyramid space of fa also facilitates
a coarse-to-fine delineation of shared anatomy, preserving both
macro and micro structures in the denoised output.

Fig. 9(a) further reveals hierarchical behaviors across three
layers. In the shallowest layer, ηk1 and ηk2 clusters were in close
proximity, indicating similar low-level noise (e.g., electronic
noise) across sub-apertures. In contrast, the deepest layer
exhibits a more intricate distribution that splits into multiple
subgroups, suggesting that high-level noise is sensitive to
different sub-apertures (e.g., side lobes at different tilt angles).

C. A2A Test-Time Training

PSCL features a pure test-time training using A2A strategy
that is optimized for any test domain Qi from scratch. DIP
[43], likewise free from pretraining, leverages the implicit
prior of CNNs that learn salient signals before learning noise.
However, diagnostic details are not necessarily salient in
medical images, as signals and noise are highly coupled. In
contrast, PSCL assumes that low-rank anatomical signals and
high-rank noise are separable in a high-dimensional latent
space. The convergence of this hypothesis is verified in Fig.
11. Through Lcon optimization, fa and fn learn anatomy and
noise separably without the risk of overtraining.

Increasing the aperture number inherently reduces sub-
aperture size and acoustic energy, which degrades the initial
SNR in every sub-aperture signal and lowers the mutual
information (MI) bound among them. This practical limitation
is reflected in Fig. 11, where a higher aperture number
corresponds to TTT convergence at elevated levels of Lcon

and Lswap.
The proposed A2A can be regarded as a generalized version

of N2N [37] unbounded by the fixed pretraining domain, in
which noisy pairs are randomly sampled from every testing
domain Qi. The mutual approximation from one noisy sample
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Fig. 11. The Lcon and Lswap monitored with our test-time training
process using (a) 2, (b) 4, and (c) 8 apertures.

to another provides self-supervision on reconstruction fidelity.
Lswap constrains fd to reconstruct the fused anatomy and
noise features into arbitrary noisy signals ∼ Qi. The clean
signal is then decoded by fd only given the anatomy space.
Therefore, our framework relaxes the i.i.d condition and can
address any noise type that shows distinct characteristics
between sub-apertures.

VII. CONCLUSION

This study presents a PSCL framework for ultrasound image
denoising by effectively disentangling low-rank anatomical
features from high-rank noise across multiple noisy mea-
surements. Operating in a self-supervised test-time training
paradigm, PSCL learns from only single-shot ultrasound imag-
ing data, thereby solving the domain shift challenge. The
denoised IQ signals boost B-mode image quality and hold
promise for more reliable clinical assessment.
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